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1. Abstract

One of the activities underway in the Enterprise Area of OGF is to identify, document, and publish key community practices used within the Enterprise Grid user community. This document covers the first selected community practice area that reviews the approaches, techniques and tools used by the Enterprise Grid community in Deploying and managing their Enterprise Grids.  

This document is intended to assist the following Grid community members

· Enterprises  looking at deploying a grid infrastructure,  who are trying to understand some of the approaches and techniques currently being used in the community to deploy and manage grid infrastructure

· Existing Enterprise grid users who are looking for additional information and insight on how other organizations are tackling problems and issues around deployment and management of their grid infrastructure
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2. Introduction

This document is focused on the typical and current use cases and approaches for Grids within enterprise environments. Today the large majority of these grids are typically used for the execution of compute and data intensive workloads within the boundaries of a single enterprise. 

The focus is on the current use cases and deployments within existing Enterprise environments. Examples of typical scenarios include the following types of customer deployments. (this is not intended to be an exclusive list, but does reflect the current grid deployments in enterprise environments)

· Electronics Industry - Electronic Design Automation –grids used as an environment for the execution of dozens or hundreds of different Electronic design applications. In larger user deployments these grid environments scale to 1000’s of resources geographically distributed around the organization. The grid Infrastructure typically consists of dedicated server resources deployed in large scale clustered environments.  Majority of workload is throughput intensive, with minimal parallel job execution. 

· Manufacturing industry – Mechanical Design Automation and Computer Aided Engineering –grids used as an environment for the execution of dozens of different mechanical design and simulation applications. Mixed workload environment, with parallel and high throughput job requirements.

· Financial Services – Investment Banking –grids used typically within Investment banking departments for execution of analytics applications in Risk Management, and Portfolio analysis. 

· Life Sciences/ Pharmaceutical –grids used for a variety of applications in areas like Bioinformatics, Computational Chemistry, Discovery Research, and Molecular Modeling
· Analytics and Business Intelligence environments – these are typically deployed across industries, for application environments using a wide range of analytics, data mining, data transformation and processing. 

The document is focused on addressing the following questions about those types of Enterprise Grid environments.

· How are these users deploying and configuring the grid infrastructure to run these types of applications?

· How are these users monitoring and managing these grids to ensure optimal use, and minimal downtime to support achievement of their business objectives.

In order to break the grid management problem down into a reasonable community practice topic, several areas were defined as out of scope.  These include the following topic areas that will be considered for future community practice documents.

· Enterprise or Data Center Grids that are used primarily for large scale transactional environments. These are typically emerging end user deployment types, not as common as the compute and data intensive use cases that are widely deployed across vertical industries.

· Data management and access issues in compute intensive grid environments. The focus of this practice document is primarily on the deployment and management of the server infrastructure and the applications that run on that infrastructure, not the associated data management issues. 

.

3. Deployment and Management Problem Statement and Area of Focus

A starting point for describing the community practices used in Enterprise Grid environments is the overall industry trends that are driving organizations to evaluate and adopt Enterprise Grids. These trends provide a frame of reference for describing the typical Enterprise Grid user environment and the resulting challenges that the users face in deploying, and managing their Enterprise Grids.

The key trends driving the broader adoption of Grids within the enterprise include:

· Increasing demand for additional compute resources occurring across industries. Many examples of this exist across the applications and industries and use cases described as in scope for this document. End users of these compute and data intensive applications are looking to accelerate their business process, and complete more simulations, calculations and analysis in a shorter time period. This drives the need for increasing scale of grid environments to support the organizations business objectives. 

· Drive to increase utilization of data center resources, making the most efficient use of these resources while being challenged with increasing data center power, cooling and floor space issues. Organizations are striving for the optimized use of their resources to meet business objectives, balancing between ever increasing business needs (more simulation, more designs, shorter time to market, more data to process) and available resource supply. (physical data center capacity, power cooling, capital infrastructure costs)
· Improved price/performance of scale out compute platforms, enabling organizations to deploy 100’s and 1000’s of servers to meet this increasing application demand.

· A general trend toward re-architecting their IT infrastructure away from a vertical, line-of-business orientation toward a horizontal, shared grid infrastructure, enabling maximized use of a minimal set of resources..

The cost effective price/performance of scale out computing is driving organizations to deploy increasing sized infrastructures to meet this increasing demand for computing. With the deployment of these resources, organizations are then trying to maximize the use of these resources to achieve higher levels of efficiency and infrastructure utilization managed against the business objectives.
The deployment of this large scale infrastructure, typically shared by multiple business units, applications and user communities introduces new management challenges to an organization in the areas of deployment, configuration, and infrastructure management. Processes and tools that organizations may have implemented to manage and deploy smaller numbers of larger statically configured/siloed application specific servers will typically not scale to meet the ongoing management needs of 1000’s of servers deployed in a shared grid infrastructure. The typical deployment of enterprise grids across multiple business units and application domains, also drive unique management challenges when compared to more traditional infrastructure silos.  Many organizations have been forced to build proprietary, home grown solutions from a variety of software tools on the market to create a management infrastructure that works for their environment.

For the purpose of this document deployment includes the challenges of managing the large scale environment across the complete server lifecycle of initial Operating System and Application deployment, and ongoing patching, updating and re-configuration of these resources.

OS and Application Deployment and Configuration for the servers in the Grid:
· As the numbers of servers grows in the Grid infrastructure, initial deployment and build of large numbers of servers becomes a significant challenge.

· This problem is magnified in dynamic environments, where the ‘personality’ of the resources needs to change to meet workload demands and business policies. As the number and types of applications deployed on the Grid increases, ongoing configuration management and deployment of these applications and resources becomes a bigger challenge

· Complexity of the Enterprise Grid environment grows in multiple dimensions based on key variables like number of applications, type of application pattern, number of resources, number of user groups.
· Key Discussion Question: What tools and approaches are organization using to manage the provisioning and update of 1000’s of servers at a time in their enterprise Grid? What are the current benefits and limitations of these different approaches?

· Key Discussion Question: What tools and approaches are people using to deploy their applications and required application configuration (including middleware etc) onto their Enterprise Grid?

For the purposes of this document management Includes all the challenges associated with maximizing the use of the grid resources, monitoring the grid resources, monitoring the applications on the grid, and troubleshooting the infrastructure.

Maximizing Grid Resource Utilization and Efficiency:
· In a multi application, multi-user environment, there are competing goals within the organization, the infrastructure owners typically want to maximize their resource utilization, while Application owners want the best Service Levels.
· As multiple workload types are deployed into the grid infrastructure, the problem of maximizing resource utilization against business priorities becomes magnified.
· Key Discussion Question: What tools and approaches are people using to maximize the utilization of their enterprise Grid, while managing Service Levels for individual Application Users/Business Units?

Grid Resource and Application Monitoring, Troubleshooting and Reporting:
· With multiple internal stakeholders typically involved across the end user, application and infrastructure groups coordinated monitoring of the entire Grid infrastructure from physical resources through the Operating System up to the Distributed Application becomes a key challenge.

· Diagnosing and resolving problems in the Grid becomes a challenge with different groups (application and infrastructure) having their own views of what is happening to the applications and the underlying grid resources

· Key Questions: What tools and approaches are people using to monitor the infrastructure and the applications? What tools and approaches are people using to integrate the different monitoring and configuration approaches to provide an integrated management infrastructure for their Enterprise Grid?

4. Community Practices for Grid Deployment

This section describes the approaches that organizations are using to address the specific deployment problem areas, and the benefits/limitations of these approaches
4.1 OS and Application Deployment and Environment Configuration
4.1.1 Key Questions/Challenges:
What approaches and tools are organization using to manage the provisioning and update of 1000’s of servers at a time in their enterprise Grid? 

What tools and approaches are people using to deploy their applications and required application configuration (including middleware etc) onto their Enterprise Grid?
What are the current benefits and limitations of these different approaches?
4.1.2 Configurations Used:

In the majority of Enterprise grid customer use cases, the size and scope of the infrastructure dictates that tools be used to enable remote installation of the operating system and applications onto the grid infrastructure.  

The typical Enterprise Grid user is typically faced with the need to support Heterogeneous homegrown and ISV application workloads, and thus the resulting Grid configuration includes a mixed Operating System Environment.

In a Enterprise grid that is made up of variety of dedicated server resource clusters and pools, the operating system mix usually includes versions of Linux, Windows and Unix. The choice of this mix is normally dictated by the availability/performance of the ISV applications. A community practice described by many of the Enterprise grid community is to try and standardize on a minimum set of standard operating system configurations for their grid nodes. This maximizes workload flexibility, enabling the majority of jobs/services to run on any node in the grid; however increasing application and user community diversity within the enterprise strain this practice. 

Remote installs are currently accomplished using the Pre-boot Execution Environment (PXE) where the remote server in the Grid is booted and the installation is accomplished over the network. 

· Disk-full server nodes – The Operating System is installed onto a disk directly installed in the compute node.  In this type of configuration a standard Ethernet network is used and a boot image is loaded over the network 

· Disk-less server nodes 

· Network Attached Storage – Operating system is installed on network attached storage and server is booted over the network. Typically used with Fibre Channel Storage Attached Network, or Infiniband networks.

· In Memory OS Deployment – Operating system is installed into memory in the compute node

· Usually small OS configurations

· Tuned for single function 

· Desktop Compute nodes – where organizations use desktops opportunistically as part of their grid infrastructure, these pose a different challenge within the enterprise from a deployment perspective. Dedicated clusters of servers are typically managed by the Grid or high performance infrastructure teams, and centrally controlled. In a desktop grid, the grid environment runs as an ‘application’ on desktops used across the organization for non Grid purposes. The Desktop grid infrastructure is typically deployed through the organizations Desktop management processes and tools.

4.1.3 Approaches Used:

In deploying the appropriate Operating System, applications and libraries onto the Grid, users are typically choosing from one or both of the following techniques.

Package Based Installation: 

· In this approach the operating system of the servers and the applications in the grid is built up from a series of selected packages. This technique allows complete flexibility in adding and removing various OS components to individual servers in the grid based on package selection. 

· Approach is very useful where incremental configuration management of the operating system on the compute nodes is required, enabling individual packages to be added or removed from the nodes to change the configuration without requirement to fully reinstall the node.

· Approach is very useful in homogeneous Operating System configurations, where a single OS type and version is used on the Grid and can be managed with a single package manager.

· Provides complete flexibility in the configuration of the servers.

· Not just package based – it needs to be configured packages, where its more than just the deployment of the packages. Need to also apply configuration with the packages and configuration between packages and nodes across the environment. It’s the configuration between the items that is the key challenge.

‘Golden Image’ Installation: 

· In this approach the operating system of the servers in the grid is deployed as a complete image based that includes all the OS components and potentially all the configuration items required to support a specific application.

· Approach is very useful in creating corporate standard and approved deployments of the compute node configuration. Enabling a standard image to be pre-configured, and enforced for configuration

· The challenge with Golden Image is the ongoing image maintenance, and support for more flexible/customized configurations.

Virtual Machine Image Based:

· Emerging approach being looked at in some environments to use VM’s in an appliance approach

· Operating System and all the associated application requirements are packaged into a virtual machine image. 

· Images are cloned or, copied to configure the appropriate application environment on the grid

· Hypervisor or virtual machine manager layer still needs to be installed onto the server, but once this is done, then application provisioning can be done via Virtual Machine deployment tools

4.1.4 Tools Used:

Open Source Cluster Management/Provisioning – a variety of options have come from the academic and research oriented HPC environments, built by the users in these institutions to deploy their clusters and grid. Examples include OSCAR, Platform OCS, Rocks, IBM Xcat

Commercial Cluster Management – Vendors that provide high performance computing cluster management tools. Examples Include Scali Manage, Linux Networx Clusterworx Advanced.

Commercial Provisioning/Data Center Automation – many tools providing a comprehensive suite of operating system provisioning and application configuration management. Typically used in enterprises for server environments beyond the grid infrastructure. Examples include HP Opsware, IBM Tivoli, Bladelogic, Symantec Altiris, 

Open Source Configuration Management Tools – a variety of tools have come from the research community grid deployments, and are a potential option for enterprise users. These tools typically operate on the configuration of the nodes once an Operating System is installed on the server. Examples include SmartFrog, LCFG, Cfengine, Puppet, BCFG

Storage and Networking Based Deployment –storage and networking vendors providing tools to enable the deployment and configuration of the grid nodes. Voltaire Gridvision, Cisco Vframe, NetApp

OS Specific Tools provided by the Operating system vendor – many of the operating system vendors provide the capability for their users to deploy the Operating system onto server hardware. Red Hat Network, Solaris Connection

Hardware Provider Specific Solutions– server vendors typically provide their customers with a provisioning and hardware management tool to enable them to manage their specific brand of hardware. IBM Director, HP System Insight Manager, Dell Open Manage.

“Home grown” developed installation tools – many organizations have built out their own provisioning tools to meet their specific enterprise needs. 

Grid Workload Managers – many of the workload managers used in the enterprise grid environments have some deployment management capabilities built into their offerings. This typically allows file transfer, and compute service installation to be managed via services within the grid workload manager. Once the workload manager is installed, then these remote execution and management facilities can be used to address many of the typical application deployment use cases on the grid.

Virtual Machine Based Environments– an emerging approach in the HPC and Grid community is to leverage VM’s as the means to deploy and configure the operating system on the grid nodes. VMware Virtual Center, XenSource, Platform Virtual Machine Orchestrator, Globus Virtual Workspaces.

5. Community Practices for Grid Management

5.1 Maximize Grid Resource Utilization and Efficiency

5.1.1 Key questions/challenges:

 What tools and approaches are people using to maximize the utilization of their enterprise Grid, while managing Service Levels for individual Application Users/Business Units?
5.1.2 Approaches Used:

Users trying to address the following objectives

· Potential for unlimited (infinite) demand at a single point in time that outstrips the ability of the infrastructure to process all the workload

· Need the ability to balance prioritization based on business policies with the ability to take maximum benefit of available resources

· Objective is to maximize use of available resources while ensuring workload SLA’s

· Additional complexity is introduced in mixed application and workload environments, where a variety of workloads may be deployed onto the same infrastructure.

· Short running batch jobs – jobs with a typical runtime of <30 seconds, where the scheduling overhead can take a large percentage of the runtime of the job.

· Long running batch jobs – jobs that may take hours, days or weeks to run to completion.

· Sequential vs. Parallel Jobs – in many environments the jobs run on the grid independent sequential jobs, 

· Workflows of Jobs – where a worklow of multiple jobs is submitted to the grid, and the dependencies between various jobs must be managed to ensure successful completion of the workload. Typical use case includes Extract , Transform and Load workloads in Business Intelligence, Data Warehousing environments.

· Compute Services – many applications in Financial services with low latency processing requirements have moved towards a compute service model, where the services are installed on the nodes and high performance messaging is used to distribute the tasks to the services. 

· Interactive User Sessions – end users submit a request to the grid for interactive access to a node in the grid. Use case includes hosting end user virtual desktops on the grid resources.

In a typical batch centric workload environment, policies are maintained in the grid scheduler/workload manager. These use scheduled queue configurations to map business policies to the workload priority and access to resources. Business priority is adjusted by making a specific user or application workload a higher priority so that is pre-empts other lower priority workloads on the grid.

In multiple workload/line of business situations, where multiple workload or application schedulers are involved, an additional layer of resource management policies can be deployed under the individual workload managers. This enables resources to be shifted and dynamically provisioned to different application types and workloads, without changing the end users interaction with their grid scheduler. Key components of this layer include the policy engine that manages the ownership, lending, borrowing and sharing of resources across the various business units or application types.  In addition to the workload manager policies, business priority can be addressed at the resource management layer, by allocating additional resources to the highest priority users or applications.

Another approach is to deploy a meta-scheduler across multiple workload managers. This puts a layer on top of the individual ‘cluster’ workload managers and controls the distribution of workload via the higher level meta-scheduler policies. This enables the meta-scheduler to have visibility across the pools of resources and dispatch workload to the appropriate resources based on overall business priorities and resource availability. 

Another approach is the forward jobs between distributed clusters on the grid. This approach may include the notion of resource ownership/leasing on the remote cluster, making additional remote resources seem like they are directly available at the local site. The distributed resources introduce an additional layer of complexity and management problems particularly around data movement and access that are outside the scope of this document.

5.1.3 Configuration Used:

Single Workload/Application Environment

Multiple Workloads/Application Types

5.1.4 Tools Used:

Grid Schedulers / Workload Managers, 

Meta Schedulers - 

Resource Schedulers/ Managers -

5.2 Grid Monitoring, Troubleshooting and Reporting
5.2.1 Key questions/challenges:

What tools and approaches are people using to monitor the infrastructure and the applications? 
What tools and approaches are people using to integrate the different monitoring and configuration approaches to provide an integrated management infrastructure for their Enterprise Grid?
5.2.2 Approaches Used:

Multiple requirements and use cases to be met in the monitoring and reporting on the grid infrastructure. Typically enterprise deployments have different user communities with different needs for information on the status of the grid and the workload on the grid. 

· Real-time resource Monitoring – grid administrator requires visibility to the status and performance of all the resources in the grid. This information is needed to monitor resource availability and identify problems with the resources. Resource monitoring includes

· Physical resource status and performance. Hardware Metrics include CPU, Memory, Network,  Temperature, Fan Speed

· Operating system status and metrics.

· Real-time workload status and monitoring – grid administrator and the workload/application users/owner need visibility into the status of the execution of their workload. Information is required to inform the users on how their workloads are running on the grid, and in identification of problems with the execution of that workload. Monitoring includes

· Job and queue status information for the workload

· Historical Reporting for both resources and application workload – grid and application users have visibility into the historical usage of the resources on the grid, and the consumption of those resources by the application workloads. This historical reporting is typically used to assist in the chargeback process for various user groups.

· Analytics - 

In addition to Monitoring and reporting, the grid administrators use a variety of tools to troubleshoot resource and application problems. This requires organizations to deploy capabilities to:

· Capture and centrally process events, alerts and alarms across the infrastructure and application layers. 

· Collect and view infrastructure and application log files across the resources

· Remote System administration and console access across the resources in the grid.

5.2.3 Configuration Used:

5.2.4 Tools Used:

Grid Workload Managers – typically provide monitoring information on the grid resources. Metrics on the physical resources are typically available in support of the workload scheduling activities. The workload managers also provide workload status and information, on job activity, performance and

Open Source Cluster Monitoring Tools – variety of tools available (usually included in a cluster management package) that enable monitoring of the physical resources in the cluster/grid

Grid Reporting and Performance Analysis Tools – leverage data collected from the workload manager and other sources into a datamart/data warehouse enabling the creation of historical reports on 

Hardware Monitoring – 

Network Management Frameworks – 

Enterprise Monitoring Tools - 
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